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Abb. 1: RAG pipeline from PDF processing to answer generation with source 
references

Abb. 2: ChromaDB storage structure

Abb. 3: Top three retrieved chunks ranked by cosine similarity. For better 
readability, only a short text preview from each retrieved paragraph is 
shown

Abb. 4: Example answer generated by the assistant, including retrieved 
source information for verification

Problem Definition
Students often receive many PDF documents and lecture slides during a 
semester. Finding a specific formula, definition, or explanation can be 
time-consuming, especially when the relevant week, slide, or exact wording 
is unknown. Generalpurpose language models can answer quickly, but  
they may rely on pre-trained knowledge instead of the course material. This  
can lead to answers that are too general, outside the course scope, or 
incorrect.

Solution Concept
This project develops a Retrieval-Augmented Generation (RAG)-based 
learning assistant for course-specific question answering. The assistant uses 
lecture PDFs as input and answers student questions only based on this 
material. It also provides source information, such as the PDF name and 
page number, so that the answer can be checked more easily.

Realization
The system runs locally using Ollama. The lecture documents are placed  
in an input folder and processed automatically. First, the text is extracted, 
cleaned, and split into paragraph-based chunks. Each chunk is then 
converted into a 1024-dimensional embedding vector using the multilingual 
BGE-M3 model. These vectors are stored in ChromaDB together with  
the original text and metadata, such as PDF name and page number.

When a student asks a question, the question is embedded with the same 
model and compared with the stored vectors using cosine similarity.  
The three most relevant chunks are retrieved and forwarded to Llama 3 8B 
together with the question and metadata. The language model then 
formulates a clear answer based only on the retrieved chunks. If the 
retrieved information is not relevant enough, the system can state that  
no suitable information was found. 

Results
The prototype was able to retrieve relevant course content and convert it 
into understandable answers. The cosine similarity scores helped estimate 
how closely the retrieved chunks matched the question. Since BGE-M3  
is multilingual, questions in English and German could be handled. The 
answers generated were structured clearly and included source information 
for verification.

Future Work
Future work could improve the processing of visual content such as 
diagrams, tables, and figures. Further extensions may include hybrid 
retrieval, fine-tuning, chat history, and graph-based metadata to  
better connect topics, documents, and pages.
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